Adding the 2nd network to existing Lustre filesystem

This case study is an example to add 2nd ethernet interface to existing Lustre. The original configuration is using eth1 as lnet. Then we add a new network interface, eth0. Here is the configuration after we add eth0. Some clients (i.e. cli1) only connected to old lustre network and some others (i.e. cli2) only connected to new lustre network.
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----- Eth1 = 10.10.120.x ; existing Lustre Network tcp1(eth1) 
----- Eth0 = 10.70.120.x ; new Lustre Network tcp2(eth0)

[root@st20-mds1 ~]# ip -o -4 a
1: lo    inet 127.0.0.1/8 scope host lo\       valid_lft forever preferred_lft forever
2: eth0    inet 10.70.120.1/16 brd 10.70.120.255 scope global dynamic eth0\       valid_lft 37812sec preferred_lft 37812sec
3: eth1    inet 10.10.120.1/24 brd 10.10.120.255 scope global eth1\       valid_lft forever preferred_lft forever
4: eth2    inet 10.128.120.1/16 scope global eth2\       valid_lft forever preferred_lft forever

	 lnet
	st20-md1
	st20-mds2
	st20-oss1
	st20-oss2
	st20-oss3
	st20-oss4

	old lnet - tcp1(eth1)
	10.10.120.1
	10.10.120.2
	10.10.120.3
	10.10.120.4
	10.10.120.5
	10.10.120.6

	new lnet - tcp2(eth0)
	10.70.120.1
	10.70.120.2
	10.70.120.3
	10.70.120.4
	10.70.120.5
	10.70.120.6




1. Umount all the clients and then MGS, MDS and OSTs.
[root@st20-cli1 ~]# umount /mnt/lustre
[root@st20-mds2 ~]# umount /mnt/lustre-MDT0000
[root@st20-oss1 ~]# umount /mnt/lustre-OST000? (do on all OSSs)
[root@st20-mds1 ~]# umount /mnt/MGS

Or if you’re using IML, stop the file systems, by click on Configuration, File Systems, Actions, Stop.
2. Remove all lustre modules (on MGS, MDS, OSS and client if necessary):
# lustre_rmmod
# lctl network down (if lnet prevent the modules to unload)
# lustre_rmmod

3. Add eth0 to lustre.conf (on MGS, MDS, OSS).
# vi /etc/modprobe/lustre.conf
options lnet networks=tcp1(eth1),tcp2(eth0)

4. Check MGT Lustre Config on device.
[root@st20-mds1 ~]# tunefs.lustre -n /dev/sdb
checking for existing Lustre data: found
Reading CONFIGS/mountdata

   Read previous values:
Target:     MGS
Index:      unassigned
Lustre FS:
Mount type: ldiskfs
Flags:      0x4
              (MGS )
Persistent mount opts: user_xattr,errors=remount-ro
Parameters: failover.node=10.10.120.2@tcp1


   Permanent disk data:
Target:     MGS
Index:      unassigned
Lustre FS:
Mount type: ldiskfs
Flags:      0x4
              (MGS )
Persistent mount opts: user_xattr,errors=remount-ro
Parameters: failover.node=10.10.120.2@tcp1

exiting before disk write.

5. Add the new nids. Please use the comma "," to separate NIDS on the same host and used the colon ":" to separate NIDS on the different hosts.
[root@st20-mds1 ~]# tunefs.lustre --param="failover.node=10.70.120.2@tcp2" /dev/sdb

6. Check MDS and OSSs Lustre Config on all devices.
[root@st20-mds2 ~]# tunefs.lustre -n /dev/sda
checking for existing Lustre data: found
Reading CONFIGS/mountdata

   Read previous values:
Target:     lustre-MDT0000
Index:      0
Lustre FS:  lustre
Mount type: ldiskfs
Flags:      0x1
              (MDT )
Persistent mount opts: user_xattr,errors=remount-ro
Parameters: mgsnode=10.10.120.1@tcp1:10.10.120.2@tcp1 failover.node=10.10.120.1@tcp1 


   Permanent disk data:
Target:     lustre-MDT0000
Index:      0
Lustre FS:  lustre
Mount type: ldiskfs
Flags:      0x1
              (MDT )
Persistent mount opts: user_xattr,errors=remount-ro
Parameters: mgsnode=10.10.120.1@tcp1:10.10.120.2@tcp1 failover.node=10.10.120.1@tcp1 

exiting before disk write.


7. Add new nids for all disk or LUN. Please use the comma "," to separate NIDS on the same host and used the colon ":" to separate NIDS on the different hosts.
[root@st20-mds2 ~]# tunefs.lustre --param="mgsnode=10.70.120.1@tcp2:10.70.120.2@tcp2 failover.node=10.70.120.1@tcp2" /dev/sda

8. If you make mistake, delete config and fix it,
[root@st20-mds2 ~]# tunefs.lustre --erase-param --param="mgsnode=10.10.120.1@tcp1:10.10.120.2@tcp1 failover.node=10.10.120.1@tcp1 mgsnode=10.70.120.1@tcp2:10.70.120.2@tcp2 failover.node=10.70.120.1@tcp2" /dev/sda

9. Erase all configuration logs for the file system (do on all MDT and OST). This is to make sure all old configuration expunged and won’t be used anymore.
[root@st20-mds2 ~]# tunefs.lustre --writeconf /dev/sda
[root@st20-oss1 ~]# tunefs.lustre --writeconf /dev/sd{a..d}
[root@st20-oss3 ~]# tunefs.lustre --writeconf /dev/sd{a..d}

10. Mount all: MGT, MDT and OSTs (the example only mount OST0000).
[root@st20-mds1 ~]# mount –t lustre /dev/sda /mnt/MGS
[root@st20-oss1 ~]# mount –t lustre /dev/sda /mnt/lustre-MDT0000
[root@st20-oss1 ~]# mount –t lustre /dev/sda /mnt/lustre-OST0000

11. Mount lustre on old client, the one connected or will use only the old nids: 
[root@st20-cli1 ~]# mount -t lustre 10.10.120.1@tcp2:10.10.120.2@tcp2:/lustre /mnt/lustre

12. Mount lustre on new client, the one connected or will use only new nids: First, make sure the lustre.conf is correct and then mount lustre.
[root@st20-cli2 ~]# vi /etc/modprobe.d/lustre.conf
options lnet networks=tcp2(eth0)
[root@st20-cli2 ~]# mount -t lustre 10.70.120.1@tcp2:10.70.120.2@tcp2:/lustre /mnt/lustre

13. Open IML, and just start the file systems, IML will reload with the new Config.

ZFS Lustre

The 2nd example for ZFS lustre. And we will change the new lnet, tcp2(eth0) to become primary network.
	 lnet
	st13-md1
	st13-mds2
	st13-oss1
	st13-oss2
	st13-oss3
	st13-oss4

	old lnet - tcp1(eth1)
	10.10.113.1
	10.10.113.2
	10.10.113.3
	10.10.113.4
	10.10.113.5
	10.10.113.6

	new lnet - tcp2(eth0)
	10.70.113.1
	10.70.113.2
	10.70.113.3
	10.70.113.4
	10.70.113.5
	10.70.113.6



Step 1 to 2 are the same.
3. Change /etc/modprobe.d/lustre.conf (on MGS, MDS, OSSs)
[root@st13-mds1 ~]# more /etc/modprobe.d/lustre.conf
options lnet networks=tcp2(eth0),tcp1(eth1)

4. Check MGT Lustre Config on zpool.
[bookmark: _GoBack][root@st13-mds1 ~]# tunefs.lustre -n mgt/mgt
checking for existing Lustre data: found

   Read previous values:
Target:     MGS
Index:      unassigned
Lustre FS:
Mount type: zfs
Flags:      0x1004
              (MGS no_primnode )
Persistent mount opts:
Parameters: failover.node=10.10.113.1@tcp1:10.10.113.2@tcp1


   Permanent disk data:
Target:     MGS
Index:      unassigned
Lustre FS:
Mount type: zfs
Flags:      0x1004
              (MGS no_primnode )
Persistent mount opts:
Parameters: failover.node=10.10.113.1@tcp1:10.10.113.2@tcp1

exiting before disk write.

5. Change new nids (tcp2) to be primary one. Please use the comma "," to separate NIDS on the same host and used the colon ":" to separate NIDS on the different hosts.
[root@st13-mds1 ~]# tunefs.lustre --erase-param --param="failover.node=10.70.113.1@tcp2,10.10.113.1@tcp1:10.70.113.2@tcp2,10.10.113.2@tcp1" mgt/mgt

6. Check config on MDT and change to new nids.
[root@st13-mds1 ~]# tunefs.lustre -n mdt0000/mdt0000
checking for existing Lustre data: found

   Read previous values:
Target:     zfs-MDT0000
Index:      0
Lustre FS:  zfs
Mount type: zfs
Flags:      0x1001
              (MDT no_primnode )
Persistent mount opts:
Parameters: failover.node=10.10.113.1@tcp1:10.10.113.2@tcp1 mgsnode=10.10.113.1@tcp1:10.10.113.2@tcp1


   Permanent disk data:
Target:     zfs-MDT0000
Index:      0
Lustre FS:  zfs
Mount type: zfs
Flags:      0x1001
              (MDT no_primnode )
Persistent mount opts:
Parameters: failover.node=10.10.113.1@tcp1:10.10.113.2@tcp1 mgsnode=10.10.113.1@tcp1:10.10.113.2@tcp1

exiting before disk write.

[root@st13-mds1 ~]# tunefs.lustre --erase-param --param=" mgsnode=10.70.113.1@tcp2,10.10.113.1@tcp1:10.70.113.2@tcp2,10.10.113.2@tcp1 failover.node=10.70.113.1@tcp2,10.10.113.1@tcp1:10.70.113.2@tcp2,10.10.113.2@tcp1" mdt0000/mdt0000

7. Do the same on all OSTs, here is the example on OST0000.
[root@st13-oss2 lustre-zfs]# tunefs.lustre -n ost0000/ost0000 
checking for existing Lustre data: found

   Read previous values:
Target:     zfs-OST0000
Index:      0
Lustre FS:  zfs
Mount type: zfs
Flags:      0x1002
              (OST no_primnode )
Persistent mount opts:
Parameters: failover.node=10.10.113.4@tcp1:10.10.113.3@tcp1 mgsnode=10.10.113.1@tcp1:10.10.113.2@tcp1

   Permanent disk data:
Target:     zfs-OST0000
Index:      0
Lustre FS:  zfs
Mount type: zfs
Flags:      0x1042
              (OST update no_primnode )
Parameters: failover.node=10.10.113.4@tcp1:10.10.113.3@tcp1 mgsnode=10.10.113.1@tcp1:10.10.113.2@tcp1

[root@st13-oss2 lustre-zfs]# tunefs.lustre --erase-param --param=" mgsnode=10.70.113.1@tcp2,10.10.113.1@tcp1:10.70.113.2@tcp2,10.10.113.2@tcp1 failover.node=10.70.113.4@tcp2,10.10.113.4@tcp1:10.70.113.3@tcp2,10.10.113.3@tcp1" ost0000/ost0000

8. Erase all configuration logs for the file system (do on all MDT and OSTs)
[root@st13-mds1 ~]# tunefs.lustre --writeconf mdt0000/mdt0000
[root@st13-oss2 ~]# tunefs.lustre --writeconf ost0000/ost0000

9. The rests (step 9, 10, 11  and 12) are the same.

Additional notes:
1. The device name might change, which is especially important when adding another IB 
or Omni-Path device. For example, the existing FDR IB might be ib0 but after adding the new Omni-Path device, due to how Linux kernel enumerates the devices, the Omni-Path device might be ib0 and the FDR IB might become ib1. Then, both ifcfg-ib0 and /etc/modprobe.d/lustre need to be updated to reflect this change.

2. Please also make sure, to use lustre distribution which patch applied for bug LU-8311. This patch: http://review.whamcloud.com/21329  Subject: LU-8311 mount: fix lmd_parse() to parse colon as NID delimiter
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